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Abstract—Progressing toward a new generation of mobile
networks, a clear focus on integrating distributed intelligence
across the system is observed to drive performance, autonomy,
and real-time adaptability. Federated learning (FL) stands out
as a key emerging technique, enabling on-device model training
while preserving data locality. However, its operation introduces
substantial energy and resource demands. Energy needs are
mostly met by grid power sources, while FL resource orchestra-
tion strategies remain limited. This work introduces GreenFLag,
an agentic resource orchestration framework designed to mini-
mize the energy consumption from the grid power to complete
FL workflows, guarantee FL. model performance, and reduce
grid power reliance by incorporating renewable sources into
the system. GreenFLag leverages a Soft-Actor Critic reinforce-
ment learning approach to jointly optimize computational and
communication resources, while accounting for communication
contention and the dynamic availability of renewable energy.
Evaluations using a real-world open dataset from Copernicus,
demonstrate that GreenFLag significantly reduces grid energy
consumption by 94.8% on average, compared to three state-of-
the-art baselines, while primarily relying on green power.

Index Terms—Beyond 5G, 6G, Energy Efficiency, Reinforce-
ment Learning, Federated Learning, Renewable Energy, Re-
source Allocation

I. INTRODUCTION

The rapid expansion of wireless networks and edge comput-
ing has significantly increased energy demands in the Informa-
tion and Communication Technology (ICT) sector. While the
sector currently accounts for roughly 4% of global electricity
consumption, projections indicate a rise to 10-20% by 2030
[1]. At the same time, innovative, Al-driven concepts are
emerging to enhance network automation and support new and
challenging use cases and applications. One such concept is
Federated Learning (FL), a decentralized Artificial Intelligence
(AI) approach that enables cooperative model training among
multiple devices without transferring any raw data. Although
FL improves data privacy and reduces resilience on centralized
data centers, its environmental impact has become a significant
concern. As networks progress toward Beyond-5G and 6G
with billions of connected devices, enhancing the energy
efficiency of FL will be essential for long-term sustainability.
Energy-efficient FL could reduce grid reliance yet it requires
precise management of grid energy consumption, as it has

a negative environmental impact through its associated CO-
emissions.

Integrating renewable energy into the network ecosystem
reduces dependence on the grid. Energy harvesting technolo-
gies, including solar panels and wind turbines, can supply
devices with locally generated power. However, fluctuations
in these sources lead to uneven energy reserves across de-
vices due to weather patterns, geographic location, and hard-
ware capabilities. This variability changes how much energy
a device can spend on computation or communication at
any given moment, imposing new constraints on resource-
allocation strategies. In FL systems, where training and uplink
transmissions demand substantial energy, effective operation
requires intelligent scheduling mechanisms that can manage
task execution with green energy availability as a driver, while
minimizing reliance on the grid.

To address the growing energy and carbon footprint of
distributed intelligence, global standard bodies have formal-
ized energy efficiency frameworks and sustainable architec-
ture principles. 3GPP introduced studies for energy-saving
management across 5G networks, and proposed advanced
New Radio (NR) -level savings, treating energy efficiency
as a core service requirement [2] [3] [4]. ITU-R provided
methodologies for assessing mobile network efficiency and
integrating renewable sources into ICT infrastructures [5] [6]
[7]. ETSI complements the above by standardizing energy
KPIs and hybrid power solutions for 5G sites [8] [9]. IEEE
has published technologies to evaluate and optimize energy
efficiency at the architecture and processing level [10] [11].

Researchers have explored various techniques to improve
efficiency. In [12] [13] [14], the authors propose energy-aware
FL solutions to meet latency goals and optimize bandwidth
allocation. However, they overlook renewable integration or
resource orchestration. Beyond FL-specific efforts, energy-
aware orchestration has been explored for edge workloads.
The authors in [15] [16] [17] explore sustainable power
provisioning for edge/cloud. Reinforcement Learning (RL) has
emerged as a powerful tool for dynamic resource allocation
in energy-aware networks. By learning adaptive strategies, RL
agents can optimize long-term goals like energy efficiency.
Recent applications include managing transmission policies in
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energy-harvesting networks and optimizing FL processes [18]
[19]. Wiesner et al [20] present an FL system that operates
solely on excess renewable energy and spare computational
capacity to reduce its carbon emissions to zero. However, they
do not take into account the communication part of a network.
Previous work demonstrated a significant reduction in FL
energy consumption by adjusting device CPU frequencies
and transmission powers. However, this approach treated all
energy sources uniformly, ignoring opportunities to prioritize
renewables.

Overall, while FL research increasingly addresses commu-
nication and energy constraints, it generally lacks integration
with renewable energy considerations. Conversely, sustain-
ability frameworks rarely address FL-specific performance
trade-offs. GreenFLag addresses this gap by jointly optimiz-
ing FL efficiency and renewable energy availability. To our
knowledge, this is one of the few works to embed renewable
awareness directly into the FL resource-orchestration loop.

In this paper, we extend prior work by explicitly incorpo-
rating renewable sources into the network system to further
reduce the carbon footprint associated with grid power. Green-
FLag adopts an agentic resource orchestration paradigm, in
which an autonomous learning agent dynamically allocates
computation and communication resources across FL itera-
tions to minimize long-term grid energy consumption while
preserving FL performance. The proposed RL-based agent not
only controls the computation and communication resources
of each device but also arranges FL tasks so that renewable
energy becomes priority, with grid power serving only as a
fallback.

To ensure practicality, we introduce a bandwidth scheduler
that works alongside the RL agent. While the agent allocates
bandwidth, the scheduler regulates competing transmissions
to prevent channel congestion, preserving feasibility under
realistic network conditions.

The key contributions of this work can be summarized as
follows:

1) A system model and problem formulation jointly op-
timizing computation and communication resources by
integrating renewable energy into the system design.

2) A green energy-first strategy that prioritizes green en-
ergy consumption over grid power.

3) A reinforcement learning-based agent that jointly or-
chestrates the computation capacity, the transmission
power and the allocated bandwidth for each device.

4) A penalty-based safety mechanism that enforces perfor-
mance targets, while enabling adaptive resource alloca-
tion.

5) Introduction of a scheduler, ensuring realistic bandwidth
allocation and preventing over-provisioning in shared
communication channels.

6) A realistic evaluation framework using real-world re-
newable energy data from Copernicus to demonstrate
that GreenFLag achieves on average 94.8% reduction
in carbon footprint compared to state-of-the-art baseline

approaches, without compromising FL accuracy or con-
vergence speed.

The rest of the paper is organized as follows. Section II
provides the system model. Section III provides the problem
formulation. Section IV describes the proposed solution that is
evaluated in Section VI using the simulation setup of Section
V. Finally, section VII concludes the paper.

II. SYSTEM MODEL

We consider an Al-enabled wireless network integrating a
Federated Learning (FL) process, consisting of one central FL.
coordinator and /C distributed edge devices acting as workers.
All workers cooperatively contribute to the training of a shared
Neural Network (NN).

Coordinator

Broadcastw

Fig. 1: System Model

An FL process is comprised of a number of global itera-
tions, each one denoted by n € N. Each iteration n contains
three main phases.

First Phase [Model Sharing]: The FL coordinator distributes
the shared model parameters w,, € R of size m € R, in bits
and complexity o € R in Floating Point Operations (FLOPs)
to the involved workers!.

Second Phase [Computation]: Each worker k£ € K after
receiving w,,, performs a local training using its own dataset
Dy of si.n, € N samples, requiring Iy ,, € N local iterations
to reach a pre-selected performance target n € [0, 1]. Based on
the computational capacity f,,, (CPU speed) and its effective
switched capacitance ¢, € R, the worker k can complete a
certain number of FLOPs per cycle ¢i , € Ry. By 73, € Ry
and E,Sn € R, we denote the time and computation energy
required by worker k to complete a local training process.
Third Phase [Communication]: At the end of a local train-
ing, each worker transmits its updated model parameters wy, ,,
to the FL coordinator for aggregation. The communication

't is assumed that the coordinator energy consumption to broadcast the
model is constant and negligible compared to the subsequent phases of the
FL.



channel is modeled as a flat-fading with Gaussian noise power
density No € R and channel gain g, € R, where the
fading is assumed constant. Let by, € Ry and p, € Ry
be the assigned bandwidth and transmission power to worker
k at iteration n, respectively. By r;, € Ry, £, € Ry
and E,zn € R, we denote the achievable data rate, the
required time and communication energy to upload Wy, to the
coordinator, respectively. The FL is realized in a synchronized
manner. A global iteration is finished when the coordinator
receives updates from all workers or when a pre-selected time
threshold H € Ry is reached. All workers should transmit
their updates within H. Updates from workers who have
not met the time threshold are considered invalid and are
not used to update the global model, and thus their used
energy is deemed as wasted denoted by E}" . The coordinator
produces an updated model w,,; from the received updates,
and broadcasts it to the workers before they start the next
global iteration (n + 1).

These three phases are repeated until convergence to a pre-
selected performance target €y € [0, 1].
Renewable energy integration: Each worker has access to
energy harvested from renewable sources. The most widely
used sources are considered, namely the solar and wind. The
renewable energy harvested during H, where a worker k£ has
access to at the n' global iteration is formulated as:

where Ekn and Ek WN  denote the solar and wind energy
harvested, respectlvely
Solar energy:

Ep, =Py -H-z )

where P,ff is the effective solar radiation and z denotes the
solar panel area. The P,f E'is provided by:

= CL, - P34, A3)

where P54 denotes the solar radiation of the atmosphere and
the clearness index C'L,, € [0.25, 1] is given by:

N 3.4
Canl—Z<8") , 4)

where IV, is the cloud cover expressed in oktas (0-8 scale).
Wind energy:

By = PN -H, )
where PW¥ is the average wind power density, defined as:
Py = [ TP i (®)
which weights the instantanéous wind-power function
P(v)z%-p~5~v3 (@)

by the Weibull probability density function f(v) that captures
local wind conditions. The v; ,,, v ,, denote the measured wind
speeds at the beginning and at the end of H, p is the air density,

S denotes the turbine sweep area, and v is the wind speed.
Battery Storage: Each worker is equipped with a battery with
maximum capacity B;'**. At each global iteration n, each
worker k£ involved in the FL process incurs a total energy
demand: B = E 4 E[,, corresponding to computation
and commuﬁlcatlon FL tasks. This demand is satisfied by
following a hierarchical energy usage order: the worker first
consumes the renewable energy harvested during the iteration,
denoted by EF . If EF  is insufficient to cover E@, the
worker then draws enefgy from its battery, providéd that
stored energy is available. In case the combined renewable
supply and battery storage still fall short, the worker relies on
grid energy E,fn to meet the deficit. If the harvested energy
exceeds the required consumption, the surplus is stored in
the battery as Efn. The energy demands of each worker at
each iteration are covered in the following order: (1) harvested
energy Ek n» (2) battery stored renewable energy E,‘En, and (3)
grid energy Ek n» 1D cases where demand exceeding renewable
availability.
Table I summarizes the notations.

III. PROBLEM FORMULATION

The objective of our problem formulation is to achieve
energy efficiency by minimizing the carbon footprint of the
system, i.e the minimization of the workers’ overall energy
consumption from the grid power ES, ;, while guarantying
a certain FLL model performance target €y. Our optimization
problem is modeled as a Markov Decision Process (MDP)
[21], where the objective is to minimize the total grid energy
consumption. The objective function can be defined as:

£ r{)un Etofal Z,}/n ! ZER n
w o E ®)
_ Z,Ynfl . Zka (Ek n+
n=1 k=1

where Iy denotes the terminal state, i.e. the global iteration
in which the FL model reaches the pre-selected performance
target €y, v € [0,1] is the discount rate to account for the
relative importance of the energy consumption of future global
iterations. The f, = [f1 5, o Frem)Es Py = [P, ...,p;cm,]T,
and b,, = [b1.n, ..., bxc )T represent the computational capac-
ity, the transmission power and the bandwidth of all workers
to be optimized at each global iteration n of the FL process.
The computation and communication energies (Ek s E,Zjn)
consumed at each iteration n by worker k are given by

Sk * Ik,n QS 2n
Ef, = fin, ©)
’ Ck,n
and m-
Eg“n _ pk,n, (10)
’ Tkn
where
9k,n * Pk,n
n = bk,n . lng (1 —+ ’) (11)
bk,n . NO



Params | Description
K Set of workers
n Index of the global iteration (FL round)
Ny White Gaussian noise power spectral density
Ik,n Gain of the wireless channel the worker k has access to at the
nt" global iteration
fen Available computational capacity of worker & at the nth global
iteration
br.n Bandwidth assigned to worker k at the nth global iteration
Dk,n Transmission power of worker k at the nth global iteration
Thon Achievable transmission data rate of worker k at the nt™ global
iteration
Din Local dataset of worker k at the nt™ global iteration
Lyn The set of groundtruth data of worker k at the n*" global
1teration
Sk,n Total number of data samples of worker k at the nt? global
iteration
Vk,n Dataset variance of worker k at the nt" global iteration
Chk,n Total number of Floating Point Operations (FLOPs) per cycle
that the worker k can complete at the nt" global iteration
Sk Effective switched capacitance of worker k
Wn Global FL model produced at the nth global iteration
@ Complexity of the global FL. model in terms of total number
of Floating Point Operations (FLOPs)
m Size of global FL model in bits
Iy n Number of local iterations required to reach n at the worker
k at the n'" global iteration
Thk,n The time required by a worker £ to complete a local training
process at the nt global iteration
th.n The time required by worker k to transmit its model updates
at the nt™ global iteration
Wion Model parameters of worker k at the n*" global iteration
n Training performance target of all workers
€0 Training performance target of the global FL model
E]g:n Computation energy of worker k at the n*® global iteration
E}zn Transmission energy of worker k at the n™ global iteration
H Pre-selected time threshold
E,?’/n Wasted energy of worker k at the n™* global iteration
}}j’n Total harvested energy of worker & at the n"* global iteration
lf, n Harvested solar energy of worker k at the nt" global iteration
Z‘an Harvested wind energy of worker k at the n*™ global iteration
P,f f Effective solar radiation of worker k at the nt™ global iteration
pPSA Direct Solar radiation at the n*" global iteration
CLn Clearness Index at the nt" global iteration
Np, Cloud cover at the nt? global iteration
PWVN Average wind power density at the n*® global iteration
v/ip Wind speed / Air density
z/S Solar panel area / Turbine sweep area
,‘é’n Wasted energy of worker k at the n™* global iteration
E}i"’fﬂl Total consumed energy of worker & at the nt" global iteration
}3 n Surplus harvested energy of worker k at the nt* global
iteration
Bjrax Maximum capacity of worker’s k local battery
l?:n Grid consumed energy of worker k at the n*® global iteration

The (-)+ discards negative values and €y, ,, is an indicator

TABLE I: Notation Table

function defined as:

1, prn>0and by, >0and fr, >0

otherwise

12)

The E,fn denotes the amount of renewable energy stored at
the local battery of worker k, during global iteration n. The

battery energy E,’jn is used only when the harvested renewable
energy Ef is insufficient to cover E%. The battery state
evolves according to:

EP, =min {BP™, (B2, + (B, — EW) .Y (13)

so that any surplus renewable energy (E,fn > E}C"‘?";L‘]) is stored

in the battery up to its maximum capacity.

In order to efficiently enforce the actions related to the
bandwidth allocation (b,,), a First Come First Served (FCFS)
bandwidth scheduler is introduced as part of the system.
More specifically, given a per worker resource assignment
(fk,n7 Pins bk,n):

1) After completing its computation tasks, which take
duration 7, ,,, worker k attempts to access the communi-
cation channel and requests its assigned bandwidth by, ,,
to transmit its model updates.

2) The FCFS bandwidth scheduler then checks whether the
channel has sufficient remaining capacity to allocate the
requested bandwidth for worker k .

o In case of bandwidth availability, the worker ac-
cesses the channel and proceeds with the transmis-
sion task. When the worker completes its transmis-
sion task, it releases its allocated bandwidth.

o If there is no sufficient bandwidth to allocate, the
worker k joins a queue. The scheduler repeatedly
checks bandwidth availability until either enough
capacity becomes available or the time threshold H
is reached. The time that worker & spends waiting
in the queue is denoted by tgy r,.

The objective function should be subject to a number of
constraints to ensure feasibility of assigned resources. The
complete list of constraints is provided below.

Tk T tQkyn Ftrgn < H,Vk € K (14)
0< fin < fin",Vkek (15)
O S pk,n S P}??LI;Vk S IC (16)
K
S fin >0, (amn
k=1
0<bpm <O = ) (bi,n : ch,(;le) ;
i€k itk (18)
Vk € K,Vq € [Tk n, H]
0< EP, < By Vkek (19)
where: 7
n Q- Skn
Thn = “hn T Tkn (20)
Ck,n * fk,n
m
tren = —, 21

Tkn



9k,n " Pkn ) ] (22)

n=>bpn-1 1

Constraint (14) ensures the synchronization of the FL
process by upper bounding the total time required by each
worker to complete a computation and transmission task along
with any queuing delay at the pre-selected time threshold
H. Constraints (15) and (16) ensure that the computational
capacity along with the transmission power of each worker
k at the nth global iteration, are within the maximum avail-
able computation and communication capabilities, denoted by

o and pita®, respectively. Constraint (17) ensures that
at least one worker should be involved in the FL process.
Constraint (18) ensures that the requested bandwidth of worker
k, trying to access the channel, at each time g (¢ € [Tk n, H])
does not exceed the available bandwidth of the channel (right
part of Eq. (18)). The available bandwidth results from the
maximum capacity of the channel at the n*" global iteration,
notated as b7 and the already allocated bandwidth from
the rest of the workers that are already transmitting their
model updates at time g. The ch,(gzl of constraint (18) is a
Boolean indicating whether worker k actively transmits its
model updates at time ¢ at the n** global iteration. Constraint
(19) ensures that the energy stored in the battery of worker k
at the n'" global iteration £, is within the maximum battery
capacity, denoted as Bp'®*.

IV. PROPOSED DEEP REINFORCEMENT LEARNING
SOLUTION

Reinforcement Learning (RL) is an exploration process aim-
ing at maximizing a long-term reward through a sequence of
interactions with an environment. On each step of interaction
n the agent observes a state S,, € S that is the current repre-
sentation of the environment, and selects an action A, € A.
At the next step n + 1, as a consequence of the selected
action, the agent receives a reward r,, 1 € R (i.e. a numerical
feedback) and transitions to the next state of the environment
Sn+1 € S [22]. This sequential interaction underpins the
agentic behavior of GreenFLag, enabling autonomous, reward-
driven resource orchestration over successive FL iterations.
We propose a Soft-Actor Critic (SAC) Deep Reinforcement
Learning (DRL) solution to solve the optimization problem
introduced in Section III, motivated by the fact that SAC is
known to achieve efficient learning, stability and robustness
[23]. Our problem is episodic, with each episode ending in
a terminal state defined by FL model convergence. The key
terms are:
Environment: The coordinator and its workers participating
in the FL process.
Step: One global FL iteration during which the RL agent
observes the environment and allocates resources to workers.
Episode: A full FL process consisting of successive RL steps,
terminating when the model reaches the target performance €.
State: The information of the environment that the RL agent
monitors at each RL step. It includes: the number of local
iterations taken place at each worker (I, _1), the amount

of wasted energy consumed by each worker (Ekn 1), the
global performance rate of the FL model (e;,—1), the maximum
available computation and communication capabilities of each
worker (£ 1, py',” 1), the size of each worker’s local dataset
(IDg, - 1|) the coordinator’s maximum available bandwidth
(b"aX,), the available renewable energy (Ef_l), the maximum
battery capamty (Bi™) and the available energy stored in the
battery (Ek,nq) that the worker k£ has access to. The index
n — 1 denotes that these values correspond to the last global
iteration and are used by the agent as the observed state for
selecting the action at iteration n.

As a result, the state of the environment at the nt" RL step
is defined as:

_ w naxr azx de max
Sn_ {InflvEn_hCnfhf 17pn 1> Dn 1, b n 17B El. ,n— 1}

where:
L= [lin1, Icn]”, EY =BV, B )T
Rl T L pm“f = [pary, o pRer 17,
Dn—l = [|D1,n-1l, s [Dicon— 1|]
E}  =[Ef, 17~--7E;<,n_1] , B = [BPx, ., BR T,
El. .=[EE,_,,..EE, "

Action Space: The action space A, is comprised of
all computation and communication control actions that the
GreenFLag agent will select for each worker at step n.
Hence, the action space is formulated as:

n — {fn»pnabn}

Based on constraints (15), (16) and (18), the action space is
bounded.

Reward function: The reward function of the RL agent
is formulated based on the objective function Eq. (8), in
conjunction with constraints (14), (17) and (18) (constraints
(15) and (16) are satisfied by the bounded action space).
Specifically, the reward that the RL agent receives at the n'”
global iteration is defined as:

K
==Y Q%n- (BL,+EL, — (B, +EP,)), +an
k=1
In this work, the reward function encompasses both the
total energy consumption of all workers participating in the
FL process at step n and the renewable energy. Additionally,
Z, is the penalty term defined to guarantee a safe RL process,
ensuring that constraints (14), (17) and (18) are taken into
account. As such, the penalty is defined as follows:

K

v =" (B4 - P+ s
k=1

3
Pl P

where Ek ,, is the amount of wasted computation energy
in case the worker £ did not meet the time threshold at
the nt* RL step. Furthermore, 1, o and ps are constant
penalty weights of each constraint violation, and P,ilr)L, P,(Lz)

and P,53T)L g are three indicator functions, related to constraints



(14), (17) and (18). The Py - P\') part of the equation
assigns penalty to each worker k that was not able to access

the communication channel on time.

(1) _ L, Tryn + 0k + Tk — H>0
Pin = { 0, otherwise 23)
P(2) = L, Ef:l fk,n =0 (24)
" 0, otherwise
P;S;,)Lq _ {1-, bkm - (bgax - Zq‘,e)c,i;ék <b7 n Chiql) ) > 0-, v‘] € [Tk.nv H]

0, otherwise.
(25)
Overall, the complete reward function is defined below:

— [Z Qe - (Ef +EF, —(BF, + E,ﬁn)) +
(26)

(p1 4 p3 - P

+E1?,/n+ Afzq) P1<(1>]+,u P(2)

n

V. SIMULATION SETUP

The current section provides the simulation setup used to
evaluate the performance of the proposed safe RL solution.

Network Environment Setup: The wireless communica-
tion environment consists of one coordinator and 20 het-
erogeneous workers (X = 20). Up to 60% of the workers
are low-end, and in each experiment their exact number is
drawn from a truncated normal distribution [24]. Each low-
end worker ¢ has a maximum available computation and
communication capacity which is uniformly selected in the
range f%* € [1,3] GHz and p]’® € [23,28] dBm, with a
total number of FLOPs per cycle equal to C; = 4. In the same
notion, the resources of the high-end devices j are selected in
the range ' € [3.2,5] GHz, and p7'n* € [29,33] dBm,
respectlvely, with a total number of FLOPs per cycle equal
to C; = 2. The effective switched capacitance is fixed for
all workers and equal to ¢, = 1072 Watt/Hz* [25]. The
channel gain is modeled as gy, = 127 + 30logio(dk,n),
where Ny = —158 dBm/Hz is the white Gaussian noise
power spectral density [26] and dy, ,, is the distance of worker
k from the coordinator. The distance dj , fluctuates in the
range [10, 500] meters, forming an environment where mobile
workers exist. The maximum available bandwidth b** at each
global iteration spans in the range [50, 100] MHz.

Renewable Sources Setup: The Copernicus dataset is uti-
lized to collect the necessary atmospheric related data towards
simulating the renewable energy production from solar panels
and wind turbines. The selected dataset consists of hourly
sensor measurements in the area of Athens, Attica for the
year 2020 [27].
Solar Energy: To simulate and calculate the solar energy
production E}} , in (2), the direct solar radiation P;# and the
total cloud coverage IV,, of each global iteration are retrieved
from the Copernicus dataset. The solar panel area is set to
z = 0.03m?2.

Wind Energy: The wind energy production E N as shown in
(5), is simulated considering the total wind speed v from the
Copernicus dataset. The configuration parameters for the air
density and the blade swept area are set to p = 1.225% and
S = 0.1m?, respectively.

Based on the above configurations, the total renewable
energy production E,ﬁn is computed from the Copernicus
dataset, over each time period H. The measurements from
the dataset are highly connected to the day, time and month
of collection. In practice, edge devices cannot utilize the
full amount of renewable energy made available at their
location. This could occur due to hardware restrictions, limited
harvesting efficiency, and power-conversion constraints. To
reflect these realistic device-level limitations, we consider
scenarios in Section VI in which the renewable resources are
sparse and limited. Each worker is connected to a unique,
local battery with stored energy E,ffn and maximum capacity
Bp** ¢ [15,50] J. Each worker begins the RL episode
with different battery levels EP , proportionally set to their
maximum capacities BI***. To emulate occasional hardware
or communication failures among workers and their energy
sources, in each RL episode a sequence of global iterations
is randomly selected during which the harvested renewable
energy is temporarily unavailable (E,f,n = 0).

Federated Learning Setup: The FL process considers a
Convolutional Neural Network (CNN) for handwritten digit
recognition, using the MNIST dataset [28]. Table II highlights
the FL configuration for our setup.

Architecture Configuration

60,000 / [200,800]
658,922 / 2.51 MB

Total / Per Worker Samples
Trainable Parameters / Model Size

Model Complexity 1.8 MFLOPs
Batch Size / Optimizer / Learning Rate | 32/ Adam / 5 - 10~°
Activation Function ReLU

0.5/ 0.04 / 20 sec

nle /H

TABLE II: FL Configuration

Reinforcement Learning Setup: The proposed DRL so-
lution is based on a custom environment interfaced through
Stable-Baselines3 [29], leveraging a Soft-Actor Critic RL
approach. The RL agent is trained offline, interacting with
an environment that follows the system model and problem
formulation from Sections II and III. For the training phase
of the RL agent, a simulated FL. environment was used, as
proposed in [30]. The adaptation of this approach significantly
benefits the training process, as it avoids the overhead of
executing real FL processes. In the meantime, the RL agent is
exposed to a wide range of heterogeneous system conditions
(e.g. device capabilities, channel conditions and renewable
energy availability). As a result, the RL agent experiences
a broad spectrum of system configurations, which improves
policy robustness and generalization to unseen conditions. The
learned policy is then used in all experiments in Section VI
without any further fine-tuning.

The hyperparameters [31] of the DRL algorithm have been
tuned, based on experimentation and are summarized in Table



III. The agent architecture comprises one Policy, two Value
and three Target Multi-Layer Perceptron (MLP) Networks, and
optimizes a stochastic policy. The optimizer selected for the
training phase is the Adam with initial value of learning rate
set to 0.001 and the batch size is set to 256. A step decay
scheduler is used to reduce the learning rate every 6000 RL
episodes by 1%. The entropy regularization coefficient that
controls the exploration/exploitation trade-off of the RL agent
is set to 0.8. The RL agent is trained every 1000 RL steps
and the training starts after the first 100 RL steps, in order to
fill the replay buffer of size 2-10° with enough samples. The
weight hyperparameters {1, uo, s} of the penalty function
have been set to {0.3, 0.4, 0.3}.

Architecture Configuration
Model / Policy MLP / Stochastic
Policy / Value / Target DNNs 1/2/3
Hidden layers / Neurons 8/512

Batch Size / Optimizer/ Learning Rate 256 / Adam / 0.001

Learning Rate Scheduler: Step Decay / Drop rate | 6000 episodes / 1%

Entropy Coefficient auto_0.8

Training / SDE Sample Frequency 1000 / 100 RL steps

Training Starts 100 RL steps

Replay Buffer Size 2-10°

TABLE III: RL Agent Configuration

VI. PERFORMANCE EVALUATION

To evaluate the reduction in total grid energy consumption
achieved by GreenFLag, we define the following scenarios:

1) Scenario 1: This scenario acts as a best case for the eval-
uation, presenting ideal conditions in terms of renewable
availability, as it considers that all workers start with a
fully charged battery and all can harvest during an FL
process execution.

2) Scenario 2: This scenario is selected to evaluate the
adaptability of our approach in more realistic conditions,
where the availability of renewables is more limited (e.g.
unfavorable weather conditions, hardware malfunctions,
limited stored energy). This is realized by introduc-
ing sporadic renewable outages for up to 60% of the
workers, while the rest can harvest renewable energy.
The affected subset of workers begin the FL process
with fully charged batteries, while the rest begin with a
random battery percentage of [50, 100]%.

3) Scenario 3: This scenario acts as the worst-case one and
evaluates the robustness of our solution, when part of
the system is fully grid-dependent. More specifically, a
subset of workers, up to 60%, has no renewable energy
available (zero harvested and stored energy) throughout
an FL process, while the rest can harvest and have a
battery percentage of [50,100]%.

Then, a comparison between GreenFLag and three baselines
schemes is performed. The comparison is with regard to 1)
total energy consumed in Joules, 2) the energy consumed from
the grid, 3) the energy consumed from renewable resources,
4) the total duration of the global iteration in seconds, 5)

violations averaged per worker, and 6) number of global
iterations. All statistical results are averaged, including also
their standard deviation (£STD) over 100 independent FL
executions, in order to draw accurate conclusions. We compare
GreenFLag against a Best Effort, a Random Selection and a
Greedy Selection Scheme. [32].

o Best Effort Scheme (BES): The BES selects in each
global iteration of an FL process, the maximum available
capacities of each worker, without considering the energy
aspect of the system. The objective of such scheduler is
the acceleration of the FL process.

« Random Selection Scheme (RSS): In each global
iteration, the RSS orchestrates randomly the resources
of each worker, based on their available capacities.

o Greedy Selection Scheme (GSS): In each global
iteration, the GSS chooses the resource capacities of all
workers that led to the best outcome so far, in terms of
the total energy consumption.

Tables 1V, V, VI showcase the performance evaluation of
GreenFLag (GFL) against the three baseline schemes under
the considered scenarios. As it can be deduced from the tables,
GreenFLag outperforms all three baselines in terms of both
grid and total energy consumption.

Total Avg.

(+ STD) Scenario 1

GFL BES RSS GSS
Total 258.1 3801.4 556.6 382.8
Energy (J) (£ 110.7) | (£ 848) | (£91.7) | (& 93.8)
Grid 37 3054.9 107.7 30
Energy (J) (£63) | (+8847) | (& 45 (£ 7.8)
Green 2544 746.4 4489 352.8
Energy (J) (£ 113) | (£108.9) | (£ 61.8) | (£93.4)
g‘l‘;'l‘::l"“ of 13.8 16.1 133 13.2
Tteration (s) (£ 0.8) (£ 2.9) (£21) | (15
Violations per 0.4 0 1 0.4
Worker (£ 0.2) (£ 0) (£04) | (£02)
Global 123 11.6 114 114
Iterations (£ 3.3) (£1.2) (£09) | (£08)

TABLE IV: Scenario 1: Comparison Results

Total Avg.

(+ STD) Scenario 2

GFL BES RSS GSS
Total 240.7 3774.1 617.2 572.2
Energy (J) (£ 48.1) | (£ 390.6) | (£ 107.5) | (&£ 66.9)
Grid 11.7 3156.4 156.1 192.3
Energy (J) (& 15) | (£383.9) | (£ 110.2) | (& 80.8)
Green 229 617.6 461.2 379.9
Energy (J) (£ 354) | (£ 129.5) (+ 32.9) (+ 40.4)
3;‘53;‘1"“ of 14 16.9 13.4 14.8
Iteration (s) (£ 0.8) (£ 24) (£ 1.5) (£ 1.3)
Violations per 0.3 0 0.9 0.3
Worker (£ 0.1) (£ 0) (+ 3) (£ 0.2)
Global 10.6 10.7 11.4 12.6
Iterations (£ 0.8) (£ 0.6) (£ 1.4) (1)

TABLE V: Scenario 2: Comparison Results



’(I‘:Eth?;)g' Scenario 3

GFL BES RSS GSS
Total 205.8 3375.7 578.8 474.9
Energy (J) (£45.2) | (= 8374) | (£109.2) | (£ 96.4)
Grid 13.6 2814.5 173.5 164.8
Energy (J) (£ 16.7) | (£ 793.4) | (£ 104.2) | (&£ 96.3)
Green 192.3 561.2 405.3 310.1
Energy (J) (£ 42) (£ 119.1) (£ 99) (£ 50.1)
3;‘53;‘1"“ of 14.3 16.6 14.1 13.1
Iteration (s) (£ 0.6) (£ 2.5) (£ 1.5) (£ 1.9)
Violations per 0.4 0 0.9 0.2
Worker (£ 0.1) (£ 0) (£ 3) (£0.2)
Global 10.5 10.2 11.2 11.8
Iterations (£ 0.9) (£ 0.9) (+ 1.2) (+ 0.8)

TABLE VI: Scenario 3: Comparison Results

Key Observation 1: In all scenarios, GreenFLag consis-
tently demonstrates substantial energy efficiency gains relative
to the baseline schemes. As scenarios become progressively
more demanding, renewable availability decreases. Conse-
quently, the system relies on grid power, leading to higher
grid energy consumption. However, GreenFLag exhibits only
a small increase compared to the baselines, indicating strong
robustness to renewable scarcity.

Key Observation 2: GreenFLag achieves lower total energy
consumption in Scenarios 2 and 3 compared to Scenario
1, even though renewable availability is reduced and grid
energy usage is higher. This behavior results from the reward
function, which explicitly penalizes grid energy consumption.
Whenever grid energy is utilized, GreenFLag is incentivized to
adapt its decisions to reduce grid usage, which in turn drives
down the overall energy consumption. This reduction causes
a slight increase in the global iteration duration yet it remains
comparable to the baseline solutions.

Key Observation 3: Although BES exploits the maximum
capabilities of each worker, it attempts to serve as many work-
ers as possible simultaneously by allocating lower bandwidth.
This results in increased transmission time, making it the
slowest scheduler. The same strategy causes excessive reliance
on grid energy, explaining its substantially higher grid energy
consumption, despite achieving zero violations.

Key Observation 4: Despite the fact that GSS performs
best, its decisions are based solely on immediate per-round
energy outcomes. As a result, it fails to capture the long-term
impact of these decisions on cumulative energy consumption
and grid dependence over the FL process. GreenFLag over-
comes these limitations by optimizing for a long-term objec-
tive, leading to significantly lower grid energy consumption
than BES, RSS, and GSS.

Key Observation 5: GreenFLag reduces grid-energy con-
sumption by approximately 8-16 times compared to the best-
performing baseline (GSS), and simultaneously lowers the
total system energy consumption by a factor of 1.5-2.4,
depending on the scenario.

Key Observation 6: GreenFLag exhibits nearly identical
convergence behavior across all evaluated scenarios. The num-

ber of global iterations required to reach the target model
performance is comparable to the baseline solutions. These
results suggest that the energy-efficient strategy does not
negatively impact the learning process of the FL and that
energy savings are not achieved by slowing convergence or
reducing model accuracy.

To sum up, GreenFLag consistently attains significantly
lower grid and total energy than all three baselines, while
preserving comparable convergence speed, global iteration
duration and number of violations.

VII. CONCLUSIONS

This paper proves the effectiveness and feasibility of Green-
FLag, a safe DRL-based resource orchestration agent for
federated learning in wireless networks, with the objective of
minimizing reliance on grid power by integrating renewable
energy sources into the system and optimizing resource allo-
cation toward carbon-efficient operation. A penalty function
is introduced to ensure a safe RL process by enforcing feasi-
bility with respect to system constraints and by discouraging
wasted energy usage, while jointly minimizing the grid energy
consumption of the system. An FCFS scheduler is adopted to
ensure realistic bandwidth allocation. The renewable resources
are obtained by simulating realistic conditions using the
Copernicus dataset. Overall, the evaluation results demonstrate
the effectiveness of GreenFLag in reducing grid energy con-
sumption through renewable-aware resource orchestration by
94.8% on average, while maintaining feasible solutions with
respect to system constraints. The learned policy exhibits low
violation rates across all scenarios, confirming its applicability
under realistic network conditions. More importantly, these
energy and carbon-footprint savings are achieved without
compromising FL accuracy or convergence speed.
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